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ABSTRACT 

In the field of Structural Health Monitoring, tests and sensing systems are intended as tools providing diagnoses, which 
allow the operator of the facility to develop an efficient maintenance plan or to require extraordinary measures on a 
structure. The effectiveness of these systems depends directly on their capability to guide towards the most optimal 
decision for the prevailing circumstances, avoiding mistakes and wastes of resources. Though this is well known, most 
studies only address the accuracy of the information gained from sensors without discussing economic criteria. Other 
studies evaluate these criteria separately, with only marginal or heuristic connection with the outcomes of the monitoring 
system. The concept of “Value of Information” (VoI) provides a rational basis to rank measuring systems according to a 
utility-based metric, which fully includes the decision-making process affected by the monitoring campaign. This 
framework allows, for example, an explicit assessment of the economical justifiability of adopting a sensor depending on 
its precision. 

In this paper we outline the framework for assessing the VoI, as applicable to the ranking of competitive measuring 
systems. We present the basic concepts involved, highlight issues related to monitoring of civil structures, address the 
problem of non-linearity of the cost-to-utility mapping, and introduce an approximate Monte Carlo approach suitable for 
the implementation of time-consuming predictive models. 
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1. INTRODUCTION  
The value of a piece of information depends on its ability to guide our decisions, i.e. help us select the choice that is 
most desirable for the given circumstances. This is also true in the field of Structural Health Monitoring (SHM), where 
tests and sensing systems are intended as tools providing diagnoses that allow the manager to arrange an efficient 
maintenance plan or to direct extraordinary actions on a structure. Though this is well known, most SHM studies only 
address the accuracy of the information derived from tests or sensing devices, basing the quality of the information on 
the sensitivity of the assessment method to relevant damage scenarios. On the other hand, criteria guiding decisions a 
manager makes are often based on economical considerations: the relation between utility, outcome and action is 
quantitatively evaluated, making use of the information derived by sensing systems, when they are available. 
Nevertheless, these two evaluating frameworks are usually related only qualitatively and not rigorously so that, e.g., 
while it is understood that the more precise a piece of information is the more useful it is in guiding the decision, no 
quantitative relation between precision and utility is stated. Figure 1 depicts this situation. The “updating framework” 
represents the qualitative evaluation of a sensing system according to the accuracy and richness of the information it 
provides, while the “decision making framework” selects the action according to the maximum expected utility 
according to the available information. 

The concept of “Value of Information” (VoI) provides a rational approach to unify the two frameworks towards an 
utility-based metric to rank information gained from monitoring systems. That “which enables an agent to choose what 
information to acquire” 1, “evaluates the benefit of collecting additional information to reduce or eliminate uncertainty in 
a specific decision-making context” 2. The concept of VoI was introduced in the sixties by the seminal work of Howard3. 
Sheridan4 applied the concept to the general case of supervision of a continuous process, while Miller5 extended the 
approach to evaluate sequential information, showing how the value of a piece of information specifically depends on 
the availability of other information. In subsequent years, these concepts were accepted into the wide scientific 
community. 
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Given its generality, recent applications of the framework are found in a variety of fields. In the area of finance, Poh6 
implemented the approach into a decision support system that takes into account stock market and general economic 
indicator forecasts to recommend optimal queries; in industrial management, Keisler and Brodfuehrer7 processed 
information derived from industry volume forecasts, production costs and target volumes for re-engineering of a car 
manufacturer; Yokota & Thompson2,8 reviewed applications in the field of health care. However the field that 
contributed most to the development of the approach is computer science and artificial intelligence. According to Russell 
and Wefald9, a system is intelligent if it is able to do the right thing, i.e. to select the action that maximizes its own 
utility. To do so, it needs to find a balance between exploitation and exploration. In other words, it needs to find the 
optimum trade-off for resource allocation between gathering new information and using the available knowledge. The 
reader is referred to the excellent introductions reported in the textbooks by Pearl10, Russell and Norvig1 and Jensen and 
Nielsen11. A short technical introduction of VoI for implementation in the development of decision support systems is 
given by Mussi12,13. Recent overviews of the state of research in VoI are provided in the proceedings the NIPS 2005 
Workshop14 and in the work of Songsong15. 

Madanat16 and Durango and Madanat17 developed methods for the optimal management of infrastructure system that 
assess the VoI of inspections. In SHM, applications of the VoI framework are in the work of Straub and Faber18, Straub 
and Der Kiureghian19 and Pozzi et al20. In their review of different methods for computation of the Life Cycle Cost 
(LCC) of a structure, Christensen et al.21 identify the VoI approach as a rational tool for “comparing the costs [of 
gathering data, refining computational procedures, re-running models] with any value that might be obtained,” because 
“the absence of a VoI component can promote wasteful analytical activities….” In their conclusion, they state that “the 
LCC method lacks of a VoI component necessary to efficiently guide the analytical activities.” Beginning in the nineteen 
eighties, Ben-Haim23 has proposed an alternative method called “info-gap value of information,” which attempts to link 
the acquiring of new knowledge and improvement in the performance of a system. In his review, Sniedovich24 states that 
this method particularly tackles the issue of “severe types of uncertainty” in model updating. Alternatives to VoI analysis 
are presented in Papadimitriou et al.25, which defines the optimal placement for monitoring sensors along a structure by 
maximizing an entropy function, in Marsh and Frangopol26, which investigates the optimal number of sensors on a 
bridge deck taking into account costs and performances, and in Kim and Frangopol27, which determines a cost-effective 
monitoring schedule by computing a reliability importance factor. 

As described in Section 3, analysis of the VoI is rooted in Bayesian updating and utility-based decision theory. Basically, 
it assigns a value to a piece of information as the difference between the expected utilities of the optimum decisions with 
and without that information. The generality and potential of such a framework are remarkable. When applied to SHM, it 
can provide a general guide to the optimum management of resources under many technical aspects. If we specifically 
focus on the efficiency evaluation of tests and sensing systems, the VoI it can be used to: 

(i) rank competitive SHM solutions under specific conditions, taking into account the available knowledge about 
structural health and the costs and drawbacks of adopting the specific system. The approach is able to define a metric of 
comparison, suitable to list the options in order preference from the best to the worst;  

(ii) compare the value of information gained from an SHM system with its own costs and drawbacks, so to conclude if it 
is better to adopt that system or do nothing, leave the status quo ante; 
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(iii) treat the adoption of a sensing system or of a test as an ordinary selectable option among a set of general actions, 
such as repair or rehabilitation. 

The benefit of investing resources for a monitoring campaign is sometimes hard to prove. While a rehabilitation action 
directly improves the state of a structure, a test (at least a non-destructive one) does not affect that state. So why should 
one spend money for testing? One metric that has been used28 to rank the benefits of taking specific actions on a 
structure is defined by: 

 
( ) ( )

a
a C

aFPFP −
=α  (1) 

where P(F) is the probability of an unacceptable event F, a is the action considered, e.g. a rehabilitation intervention, 
P(F|a) is the conditional probability of F given action a, and Ca is the economic cost associated with the action, e.g. the 
cost of the rehabilitation. According to this metric, an action is beneficial depending on the ratio of the expected 
reduction in the failure probability and the cost required for obtaining that reduction. Now, it is understood that a test 
measuring the output o of a structure affects our estimate of the failure probability so that P(F|o) is higher than the prior 
value when we receive a warning and lower when the output is reassuring. However, if we compute the integral over the 
entire domain Ωo of possible outcomes, it turns out that the expected failure probability is not affected by the test: 

 ( ) ( ) ( ) ( )FPdooPoFPtestFP
o

=⋅⋅= ∫
Ω

 (2) 

This result is fully consistent with the hypothesis that the test is non destructive and we cannot expect it to alter the state 
of the structure. Roughly put, the structure can turn out to be better or worse than we expected a priori and, being 
consistent, the average change is actually nil. Thus the metric αa that Eq. 1 assigns to a test action (when taken in 
isolation) is zero and, therefore, no test action will be preferred to a rehabilitation action. Actually, the metric defined by 
Eq. 1 could be effective for ranking monitoring systems only when the management policy is influenced by the output o 
so that, for example, a warning leads to rehabilitation. The framework of the VoI directly embeds the processing of 
measures taken by a sensor into a decision problem, explicitly connecting measurement data and actions to be taken. 

This paper aims at formulating a decision framework for SHM employing the concept of VoI and developing methods 
for its practical implementation. The remainder of the paper is organized as follows: Section 2 introduces the main 
concepts and features of the VoI through a simple example; Section 3 provides a general formulation; Section 4 proposes 
an approximate Monte Carlo technique suitable for application to long term monitoring; Section 5 discusses the 
limitations of the method and draws conclusions. 

2. AN INTRODUCTORY EXAMPLE 
It is convenient to introduce the reader to the basic concepts of the framework through a simple application. Assume that 
a structure, say a bridge, can be in one of only two discrete states: a damaged state (D) leading to a sure failure, or an 
undamaged (U) state. These represent a pair of mutually exclusive and collectively exhaustive outcomes. For the sake of 
simplicity, we consider a single load event, as a result of which the structure is either in the D or U state. Furthermore, 
assume that the manager, who is unaware of the true state of the structure, has two options after the occurrence of the 
load: do nothing (N), or carry out a rehabilitation action (R) that will guarantee adequate safety of the bridge for a future 
load. Either action selected by the manager may involve a cost, depending on the outcome and the action. Specifically, 
doing nothing has no cost if the structure is undamaged, whereas selecting this option when the structure is actually 
damaged will result in a future economic cost and possibly an indirect social cost. Without going into the details, we 
suppose that the direct and indirect costs can be combined into an overall failure cost CF. The rehabilitation option 
entails a cost CR, which we assume to be independent of the actual state, damaged or undamaged, of the structure. These 
costs-per-action (or pay-offs) are summarized in Table 1. 

Table 1.  Cost-per-action. 

 U D 
N 0 CF 
R CR CR 
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Based on this table, the manager estimates the economic loss involved in either action. While the cost of rehabilitation is 
identically equal to CR, regardless the state of the structure, the expected cost of doing nothing depends on the manager’s 
estimate of the probability of the structure being in the damaged state. Assume, as a first step, that the manager has no 
possibility of inspecting the structure. In that case, she will quantify the cost of the do-nothing option as the product of 
the probability of the structure being damaged, P(D), evaluated based on her a priori knowledge or experience, and the 
failure cost CF. 

At this point we must define the principle driving the manager’s decision. If the manager behaves rationally, and she is 
“risk-neutral”29, we can assume that she will decide with the objective of minimizing the expected cost. More 
specifically, she will carry out rehabilitation only when its cost is lower than the risk associated with a failure, i.e. when 
CR<P(D)·CF ; otherwise she will accept the risk of failure and not perform rehabilitation. In conclusion the loss C* 
estimated by the manager under her prior information is: 

 C* = min(CR , P(D)·CF) (3) 

Now let us introduce a third option: the manager can order a test on the structure that is able to detect the presence of 
damage with absolute certainty. In other words, by performing this test, the manager will know the true state of the 
structure. (This is the case of perfect information according to Russell and Norvig1 and the case of clairvoyance as 
originally labeled by Howard3). How would this knowledge influence the manager’s behavior and, as a consequence, 
how valuable is it? If the test reveals damage, she would conclude that the structure is unsafe and, since CR < CF, she 
would pay CR to do perform rehabilitation. Conversely, if the test reveals the undamaged state, she would know that the 
risk is nil and she would save money by doing nothing. Now, while the decision after the test would depend on the result 
of the test, it is possible to predict, before the test, the expected cost of the test option. As a matter of fact, with the 
perfect test, failure in the future load will be avoided in either case. The only cost is related to the possibility that the test 
will reveal damage, in which case rehabilitation will have to be performed. Hence the expected cost of the perfect test, 
denoted C*truth, is  

 C*truth = P(D)·CR (4) 

Comparing Eqs. 2 and 3, the VoI of the perfect test is quantified as the expected reduction in cost resulting from the test: 

 VoI = C*−C*truth= min( P(U)·CR, P(D)·(CF−CR) ) (5) 

where P(U) = 1−P(D). This value can be seen from two viewpoints. On one hand it represents the expected economical 
gain from the perfect test, supposing it is free. On the other hand, it quantifies the maximum price that a rational 
manager should be willing to spend to get that information, as paying a higher price would produce an overall loss. Note 
that even when, by hypothesis, the information provided by the test is absolutely certain, its value is finite and it is a 
function of the context within which the manager makes decisions, i.e., the VoI depends on the costs and the probability 
of damage. 

Let us now consider the more realistic case of an imperfect test.  Assume that the test has two outcomes: an alarm (A) or 
silence (S), probabilistically related to the states of the structure. To model this, we characterize the test response in each 
of the two possible structural states. As the possible test responses are two, it is sufficient to introduce two variables: the 
probability of having an alarm when the structure is undamaged, denoted the probability of a false alarm P(A|U) = PFA, 
and the probability of having silence when the structure is damage, denoted the probability of a false silence P(S|D) = 
PFS. These quantities depend on the test type and method, specifically on the causal relations between the structural 
states and the test outcomes. The complete table of test conditional probabilities, commonly known as the test likelihood, 
is reported in Table 2. 

 

Table 2.  Conditional probability tables for test outcome and structural state. 

 U D 
S P(S|U) = 1−PFA P(S|D) = PFS 
A P(A|U) = PFA P(A|D) = 1−PFS 
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We note that in the case of a perfect test, as considered earlier, PFA = PFS = 0 and a one-to-one correspondence holds 
between the structural states and the test outcomes. Generally, the two probabilities characterizing the test are not equal. 
For example, a test could have a small probability of false alarm but a larger probability of false silence, or vice versa. 
Consider the case in which the alarm is triggered when a response quantity exceeds a threshold. If the alarm threshold is 
lowered, PFA will tend to increase and PFS will tend to decrease. In the following, we consider a test as not pathological 
if both PFA and PFS are less than 0.5. Although even pathological tests can be analyzed, we focus on the former category 
to encode the notion that an alarm should be a signal of damage instead of a safe condition. 

It is easy to predict that, generally, the higher PFA and PFS are, the less reliable the test is and, as a consequence, the less 
the corresponding VoI is. This statement can be quantitatively evaluated as follows. The probability of obtaining a 
specific outcome from the test is obtained from the prior probability values by marginalization of the structural state: 

 P(A)=P(A|D)·P(D)+P(A|U)·P(U)  and   P(S)=P(S|D)·P(D)+P(S|U)·P(U) (6) 

Furthermore, given the test outcome, the probability of damage can be updated by using Bayes’ rule: 

 P(D|A)= P(A|D)·P(D)/P(A)  and   P(D|S)=P(S|D)·P(D)/P(S) (7) 

Now, when the outcome of the test is available, the manager will update the probability of damage using the appropriate 
part of Eq. 7. She will then select the optimal choice by applying the criterion of minimum cost encoded in Eq. 3 using 
the updated probability. Thus, depending on the test outcome, she will obtain: 

 C*|A = min(CR , P(D|A)·CF)  or   C*|S = min(CR , P(D|S)·CF) (8) 

The expected cost before the test is computed by taking into account the probability of each outcome (Eq. 6) and the 
corresponding costs (Eq. 8): 

 C*test = C*|A·P(A) + C*|S·P(S) (9) 

As a final step, the VoI for the imperfect test is obtained following the same criterion expressed in Eq. 5: 

 VoI = C* − C*test (10) 

As is evident in Eqs. 6-8, the outcomes of Eqs. 9 and 10 depend on the specific values assigned to scenario costs CF and 
CR, the prior probability of damage P(D), and the test likelihood probabilities PFA and PFS. To better examine these 
relationships, Figure 2 reports two numerical examples. The charts in this figure show contour lines of C*test, in units of 
$1000 ($1K), as a function of PFA and PFS ranging from 0 to 0.5 (a not-pathological test). The chart in Figure 2a is for CF 
= $1000K, CR = $10K and P(D)=0.5%. In this case, applying the criterion in Eq. 3, it is optimal to accept the risk of 
failure and do nothing, whereby C* = 0.005×$1000K = $5K. It is noted in this chart that C*test = C* when PFA = PFN = 
0.5. This confirms that the VoI is nil for such a test because the outcomes are then totally independent of the structural 
states. Conversely, when PFA = PFN = 0, we have a perfect test and C*test = C*truth = $50 as obtained from Eq. 4. Between 
these two limits, the cost function monotonically increases with both PFA and PFN. In this same chart, the VoI for a test is 
determined as the difference between the cost in the upper-right corner (C*) and the cost on the contour line of the test. 

The chart in Figure 1b has been obtained by varying only one parameter: the cost of the rehabilitation has been reduced 
to CR = $2.5K. Note that in this case, without the test, it is optimal to do the (now cheap!) rehabilitation and C* = $2.5K 
according to Eq. 3. Furthermore, C*truth = $12.5 according to Eq. 4. Although the shape of the function is similar, the 
direction of the contour lines is significantly different. While in the first case C*test is more sensitive to PFA than to PFS, in 
the second case we face the opposite situation. An interesting observation can be drawn from this fact. Suppose that two 
alternative tests with performances indicated in the charts by s1 (with PFA=0.3 and PFS=0.1) and by s2 (with PFA=0.1 and 
PFS=0.3) are considered. While for the case in Figure 2a s2 proves to be the better test as the corresponding VoI is higher, 
the reverse happens for the case in Figure 2b when the cost of rehabilitation is reduced. This observation brings out a key 
point: any attempt to objectively quantify the value of a test based on its likelihood matrix alone (i.e. only considering 
test features PFA and PFS) and disregarding costs and the likelihoods of structural damage scenarios, is doomed to failure.  

Another interesting observation in Figure 2 is the following. It is clear that the VoI is nil when PFA=0.5 and PFS=0.5 
because, as mentioned earlier, in that case the test result is statistically independent of the structural state. But the charts 
in Figure 2 say more than that:  whole areas, the triangles above the upper contour lines, are associated with nil VoI. For 
example, for the case in Figure 2b, the VoI of a test with PFA = 0.20 and PFS = 0.45 is zero. This sounds strange because, 
one can argue, this test will actually permit to refine our knowledge about the likelihood of damage. How can the 
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predicted cost remain the same when implementing this test? The answer is that a test belonging to that nil VoI area is so 
unreliable that the manager will not change her prior decision regardless of the test outcome. For the case considered in 
Figure 2b, the prior decision is to do rehabilitation and for a test in the nil VoI area, even if the outcome is no alarm (S), 
the manager will find it optimal to go ahead with the rehabilitation. Analogously, in the case of Figure 2a, the prior 
decision is to accept the risk of failure and do nothing, and a test belonging to the nil VoI area is so unreliable that the 
manager would accept the risk even if the test sounded the alarm. Note that in that case the management’s expected cost 
actually changes depending on the outcome of the test, but the overall expected cost does not. In other words, the test 
offers the manager a lottery with an expected zero pay-off, which she is indifferent to accept29. 

The above example clearly shows that a rational assessment of VoI requires a full decision model, including the 
alternative actions, the performance of the sensor and the prior knowledge about structural states. Leaving out any of 
these elements will not lead to success in objectively estimating the VoI. 

3. THE GENERAL FRAMEWORK FOR VOI 
In this section we generalize the principles demonstrated with the simple example in the previous section to develop a 
framework for evaluating the VoI. To begin with, we need to extend the concept of monetary cost used in the example. 
For the case in Figure 2a, the manager has to decide between a sure payment of $10K, if rehabilitation is undertaken, and 
a payment of $1000K with 0.5% probability, if nothing is done. Even though the expected cost is lower for the second 
option, the manager may actually prefer to pay the cost of rehabilitation to avoid a huge payment in the unlikely case of 
failure, which could be practically unbearable. 

To model such preferences, we introduce the concept of loss, which is the opposite of the well known utility measure 
used in classical decision theory29. Loss is a dimensionless measure that, relative to bare economical cost, allows 
modeling two key features. One is that it allows modeling non-monetary attributes. In the context of application to 
infrastructure management, loss may be used to represent such attributes as satisfaction of users of the facility, the 
expected number and severity of incidents, and so on. Second is that it permits adopting a loss-to-monetary value 
mapping that accurately represents the value that the manager assigns to different amounts of money. This allows 
modeling the behavior of an agent towards risk: a risk-averse agent employs a concave function, in which the marginal 
value of money decreases with the amount of money, a risk-neutral agent adopts a linear function, and a risk-affinitive 
agent adopts a convex function1. How one determines the loss function of a decision-maker is beyond the scope of this 
paper. For an introduction to this the reader is referred to Peterson29. Briefly, the agent is asked to state preferences over 
a set of risky prospects. If these preferences are consistent with some theoretical constrains, they can be used to construct 
a loss function that accurately represents her behavior based on the principle of minimizing expected loss. 
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Figure 2. Contours of C*test as a function of test likelihoods (PFA and PFS): (a) expensive rehabilitation (b) cheap 
rehabilitation. 
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3.1 Formulation of Value of Information 

Let s denote the state of a structure defined within a domain of possible states Ωs, and a indicate one option among a list 
of possible actions to be selected. The loss function L(a,s) assigns the estimated loss, from the point of view of the 
manager to the occurrence of state s when action a is taken. If the occurrence of the state was deterministically known, 
the agent would be rational in selecting the action linked to the lowest loss. In the general case, the expected loss of an 
action, L(a), is computed by integration over all possible states weighted by the corresponding probabilities: 

 ( ) ( ) ( )∫
Ω

⋅⋅=
s

dsspsaLaL ,  (11) 

where p(s) denotes the probability distribution of the state of the structure. In the domain of the available options, the 
one preferred best by the rational agent is defined as that associated with the lowest expected loss L*: 

 ( ) ( ) ( )[ ]aLLaLa
a

min***best def ==⎯⎯→←  (12) 

Now suppose that the execution of a test is included in the list of decision actions. Generally, a new loss function TL(a,s) 
can be assigned to the same joint domain of actions and states, possibly independent of the observed test outcome. This 
new function encodes the payment required to obtain the information and the expected consequences when knowledge 
of the test result is supposed. In this case, the expected loss when outcome o is observed, denoted TL|o, the optimal loss 
TL|o* associated with the best action, and the expected loss TLtest associated with the test option are respectively given by 
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In the above, p(o) = ∫Ωs p(o|s)⋅p(s)⋅ds denotes the marginalized distribution of the test outcome in the domain Ωo, where 
p(o|s) is the test likelihood, and p(s|o) = p(o|s)⋅p(s)/p(o) is the posterior distribution of state s given the test outcome o. 
According to the principles of rational decision-making, the test is worth taking only if TLtest is less than L*. A 
convenient simplification results in the special case when the test loss function TL(a,s) can be expressed as the sum the 
loss function L(a,s) without the test and a constant loss increment LT independent by state or action, i.e., 

 ( ) ( ) T
T LsaLsaL += ,,  (14) 

In that case the constant term LT can be taken out of the integral in Eqs. 13 and one obtains 

 Ttestfreetest
T LLL += _  (15) 

where Lfree_test is the expected loss when the test is assumed to be free, i.e. when TL(a,s) = L(a,s) is used. Under these 
conditions, performing the test is rational only when the following criterion, which introduces the definition of the Value 
of Information, is fulfilled: 

 testfreeT LLVoIL _*−=≤  (16) 

In essence, the test is worth taking when the loss increment related to its execution is below its VoI. Note that the VoI is 
independent of the payment that the test requires (which determines LT) and it is obtained by assuming that the test result 
is provided for free.  

Now suppose the loss function L(a,s) is a nonlinear mapping M of monetary cost C(a,s). In that case, computation of the 
maximum cost that the rational manager is allowed to pay for conducting the test, denoted VoImonetary, is a non-linear 
problem. It can be solved iteratively by finding the value of VoImonetary for which the expected loss equals the expected 
loss of the best alternative action without the test: 
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where the relation between TL(a,s) and TLtest is that expressed by Eqs. 13. 

Note that when the mapping is linear, the loss is reduced to a specific monetary currency. Since preferences are 
indifferent with respect to the currency adopted, the monetary cost can be directly used as loss, as we did in Section 2. 

4. AN EFFICIENT METHOD TO COMPUTE THE VOI 
For realistic problems, computation of the VoI is not trivial and may require the development of a numerical procedure. 
For an objective assessment of the VoI, the cost paid for its computation should also be included in the analysis. In fact, 
in the extreme case where the computation of the VoI of a test is more expensive than the cost of the test itself, the 
rational manager would do better in taking or refusing the test without previously assessing its value. In general, each 
investigation, including that of the VoI of a test, could be considered as a process of obtaining information that is 
endowed with a value that could be further investigated. 

Many procedures have been proposed in the literature for approximate estimation of the VoI. In particular, the issue of 
multiple or sequential decision making has received much attention, and both myopic and non myopic methods have 
been proposed10,15,30. Here, we focus on the particular problems related to the assessment of VoI of monitoring systems 
for civil structures. In that context, it is often the case that the investment needed for developing a predictive model of 
the structural response is much smaller, say by one order of magnitude, than that of installing sensors or implementing 
rehabilitation actions. Often predictive models are already available from the design phase of new or rehabilitated 
structures, for example in the form of a step-by-step dynamic response simulator. Nonetheless, running a large number 
of simulations with a complicated predictive model may require time-consuming computations. As implicit in Eq. 13a, 
evaluation of the VoI requires running the model under each possible structural state, including load realizations, and 
decision action to assign the corresponding loss. As this is practically infeasible, we are interested in an approximate 
estimate of the VoI with a limited number of runs of the predictive model. One such procedure is described below. 

4.1 A Monte Carlo approach for assessing VoI 

The proposed procedure employs the Monte Carlo (MC) simulation method31, which requires obtaining random samples 
from a distribution. We adopt the following notation: The “system state” s refers to the set of unknown parameters 
describing the structural condition, its evolution in time, and possibly its input in terms of load and environmental 
effects. The “output” o refers to the set of measurements provided by the monitoring system, possibly at different 
locations and times. The “action” a is selected among a set of actions for the management of the structure. Finally, the 
function L(a,s) assigns an expected loss to the condition described by action a and system state s. 

As described earlier, assuming the hypotheses leading to Eqs.14-16 the key step in estimating the VoI is to compute the 
expected loss Lfree_test when the test is implemented. The simplest strategy to launch a MC simulation for this task is the 
following: (i) randomly extract a representative sample {si} of the system state s; (ii) for each sampled state si, using the 
predictive model, randomly derive a sensor outcome oi; (iv) determine the action ai = π(oi) the agent will take depending 
on her policy π; (v) determine the consequent loss Li = L(ai,si); (vi) estimate Lfree_test as the average of the set {Li}, i.e. the 
expected losses obtained in the different simulations. Following this path, we obtain Lfree_test(π), which depends on a 
specific pre-selected policy π. Although this could be of interest for certain applications, such as when comparing 
alternative policies, what we are after is Lfree_test for the optimal policy π*, which leads to the lowest expected loss for 
processing the available information. This policy generally is not known before an extensive exploration of the problem 
domain. At a first glance, the reader might assume that the optimal action a* could be found within each simulation as 
that which minimizes the expected loss L(ai,si). This is not correct, as it does not take the outcome oi into account; it 
essentially computes Lfree_test assuming an observation of si is available, hence leading to the estimation of VoI of a 
perfect test. 

A correct approach would be to obtain the marginal distribution of the sensor output p(o) and the conditional distribution 
of the system state given the sensor output p(s|o). Once these distributions are available, a consistent MC procedure can 
start from it would be equivalent to starting from a sample of the sensor outputs. When a complicated predictive model is 
involved, this is a very expensive operation. 
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Figure 3. Graphical model for the computation of the VoI. 

4.2 Assumptions 

Figure 3 shows a graphical representation of the problem. Following the convention usually adopted in graphical 
models11, circles represent random variables, squares denote actions and rhombs define losses. We propose the following 
specific assumptions: 

- It is computationally easy to obtain a representative sample {si} of the system state. This step may involve a Monte 
Carlo Markov Chain method31 or, even simpler, a direct sampling from the distribution p(s). When p(s) is easy to 
compute, it may be convenient to implement an Importance Sampling (IS) algorithm, which essentially draws samples 
in the parameter space using an importance distribution g(s) and assigns a weight wi  = p(si)/g(si) to sample si. 

- The predicted response ri=r(si) is obtained from a (possibly complicated) numerical model. The aim of this step is two-
fold: to predict the structural responses at locations where sensors are placed, and to estimate the evolution of the 
structural condition. We denote rmi=rm(ri) as the prediction of the response to be measured by the monitoring system 
and rci=rc(ri) as the predicted consequences. To exemplify, suppose that a finite element model of a bridge is employed 
to predict the evolution of the physical response quantity, e.g. strain, vibration amplitude, to be recorded by the 
monitoring system, as well as to quantify the degradation and loss in the performance of the structure. In that case, ri 
represents the time history of the response, rmi represents the time history of the specific response quantities measured 
by the monitoring system, while rci describes the consequences in terms of safety and performance conditions over 
time. As normally the calculation of these quantities is by far the most expensive part of the analysis, the aim of the 
proposed procedure here is to minimize the number of these required predictions. 

- The sensor output for a state si is obtained by the superposition of an error ei and the prediction rmi. While this is not 
the most general case, we restrict our attention to this class alone. The assumed distribution for the error term, pe(e), 
has to be both easy to sample and to compute. However, as we will outline in the following, it could model many types 
of uncertainties, including those related to the precision of the sensor and the inaccuracy of the model. 

- We limit our interest to the case where the effect of an action is rather easy to model, at least probabilistically. In 
practical implementation of SHM, usually the most critical part is to understand the behavior of the structure as is, 
while actions such as rehabilitation or reconstruction can be represented through simple, approximate models. When 
this assumption is valid, or when the number of possible actions is small, the optimization process in Eq. 13b is greatly 
simplified. 

- The expected loss function L(a,s) is assumed to be easy to compute for each action, when the predicted consequences 
rc(s) are available. 

4.3 Outline of the procedure 

The proposed procedure has the following steps: 

(i) Generate a representative set of ns samples {si} of the system state. Each sample si is endowed with a weight wi when 
IS is adopted. 

(ii) Compute the structural response for each state sample, so that the set {ri=r(si)} is populated. This is the only step in 
the procedure that involves the use of the predictive model of the structure and, thus, can be considered as expensive. 
For each simulated response ri, identify the predicted response rmi and the consequences rci. This generally requires 
extracting the part of the simulated response that is measured by the sensors (the predicted response rmi) and 
condensing the relevant features for the assessment of safety and serviceability (the consequence prediction rci). 
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(iii) Making use of the predicted consequences rci, compute the expected loss for each sampled state and each possible 
action so that the table {Li,j=L(aj,si)} is populated. 

(iv) Generate a set of no sensor outcomes {ok}. This involves drawing no samples of the error term {ek} from distribution 
pe, selecting no predictions from the set {rmi} (allowing repeat draws) and computing ok = rmi +ek. Many consistent 
procedures are available to select the predictions. For example, they can be randomly chosen within the set {rmi}. To 
better exploit each simulation, the same number no,s of outcomes is generated from each prediction, so that no=no,s·ns. 
When IS is employed, weight vk is assigned to outcome ok, proportional to the weight wi of state si which determines 
the prediction rmi. 

(v) Compute the probability table {p(ok|sj)} for each sampled outcome ok and sampled state sj. By the hypothesis on the 
relation between the state and the outcome, p(ok|sj)=pe(ok–rmj). 

(vi) Compute the posterior probability p(sj|ok) by Bayes’ formula: p(sj|ok) = p(ok|sj)·p(sj)/p(ok), where p(sj) = wj and p(ok) 
= vk, when IS is employed, and constants otherwise. 

(vii) For each sampled outcome ok, compute the expected loss L*k associated with the best action by finding the 
minimum of the expected loss {minj Σi Li,j·p(si|ok) } where, as defined before, index j refers to the action. 

(viii) Obtain Lfree_test by computing the weighted average of the set {L*k} using {vk} as weights. 

Figure 4 gives a graphical outline of steps (i), (ii), (iv), (v) and (vi) of the above procedure.  

The whole procedure can also be intended in the following way. For each sampled output ok, a Monte Carlo method 
permits to obtain the posterior distribution of the structural state31. The proposed procedure aims to employ the same set 
of samples on the state space for updating each generated output. The benefit is apparent, as this drastically reduces the 
number of response predictions required. On the other hand, when a specific outcome is considered, then it is not 
possible to use the procedure to get more refined estimates of the structural state than that represented by the set {si}. 

Note that the structural model is used only in step (ii), when prediction ri is computed. Once this step is accomplished, 
the list of predictions can be used for an extensive analysis of the VoI, no more needing to make use of the structural 
model. For example, the error model can be quite sophisticated, incorporating different sources of model uncertainties 
and sensor errors, taking correlation in time and space into account. 

4.4 A numerical application of long-term monitoring  

To test the efficiency of the proposed numerical method for estimating the VoI, we refer to a simple problem where 
quasi-analytical solutions are available for comparison. Though the approach is more generally applicable, we consider a 
monitoring system composed of a single sensor. Suppose that a performance measure R of a structure (or structural 
component) evolves in time by a degradation law R(t), assumed to be linearly decreasing, while the failure (or loss of 
serviceability) occurs when the performance falls below a limit RL. 

 ( ) tRtR ⋅−= α0       failure  if  R < RL (18) 
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Figure 4. Graphical outline of part of the MC procedure, steps (i), (ii), (iv), (v), (vi). 
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Suppose the nominal life span of the structure is TM, after which the structure may require a repair or maintenance action 
with cost CR to allow extending its life up to TL, TM < TL. If repair/maintenance is not undertaken and the performance of 
the structure falls under the level RL before time TL, the consequent loss is estimated as a failure cost CF. We assume that 
the probability that failure will happen during the nominal life span (i.e. up to TM) or after the maintenance action is 
negligible, and that the failure cost CF is not dependent on the time when it occurs during the extended life. With these 
assumptions, the cost-table reported in Table I applies here also. Figure 5 reports the degradation law, whose parameters 
are assumed to be modeled by the following distributions: p(R0)=N(1,0.1) and p(α)=N(0.02/year,0.004/year), where 
N(μ,σ) indicates the normal distribution with mean μ and standard deviation σ. The limit value is modeled by 
p(RL)=N(0.1,0.03). We also assume that the nominal life span is TM = 20 years, while the extended life-span is TL = 30 
years. Note that, because of the linearity in the degradation law and the assumed normal distributions, it is a trivial 
matter to determine the corresponding distribution of R(TL), and the probability of failure turns out to be PF = 2.96%. 
Here we consider a risk-neutral manager, thus the expected loss is equivalent to the expected cost. Assuming the cost of 
repair as CR = $20K and the cost of failure as CF = $1000K, simple calculations show that a risk-neutral manager would 
choose to repair. 

We wish to assess the value of a monitoring sensor that measures the evolution of the performance from the beginning 
up to time TL, when the decision on repair has to be made. Qualitatively, it is clear that, processing the measurements, 
the manager can refine her knowledge about the degradation law, and in turn update the prediction on the expected 
performance at TL. For example, if the diagnosis shows that the structure behaves much better than a priori assumed, no 
repair may be needed. 

Assume the monitoring system provides a set of measurements m(ti) at times t1, …, tn, related to the actual performance 
by an additive error term ei: 

 ( ) ( ) iii etRtm +=  (19) 

The error vector e=[e1,…, en]T follows a zero-mean n-dimensional normal distribution: 

 ( ) ( )eee Np Σ0e ,=  (20) 

The covariance matrix Σee models the performance of the sensor and of the predictive model, possibly taking into 
account correlations between the errors at different measurement times. In the simplest case, errors are uncorrelated and 
Σe=σe

2·I, where I is the identity matrix and the standard deviation σe is a measure of precision of the sensor. Note that 
when outputs are available, the problem reduces to a standard Bayesian linear regression. As the probability of failure 
and the optimal cost are updated for each possible outcome, the cost Ctest (equivalent to Lfree_test) is obtained by 
expectation. Figure 5 depicts the problem. Solid black line indicates the mean value of the prediction for the degradation 
law, dashed lines show the prediction for R0 and α equal to the mean value plus and minus the standard deviation 
respectively. Blue points are an example of measurements recorded if the sequence of test is taken. The red lines in the 
lower part refer to the limit state RL: the solid line indicates the mean value and the dashed lines add and subtract the 
standard deviation. 
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Figure 5. The linear degradation model employed in the application. 
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The black line in Figure 6a describes the estimated VoI as a function of the sensor precision σe. This has been obtained 
from a quasi-analytical solution available for this simple problem. The function starts from a high value, corresponding 
to the value of a perfect information when degradation law is detected without error, and diminishes to zero as the sensor 
precision degrades to σe = 4. The curve is monotonic, indicating that the worse the precision the lower the VoI. This is a 
general rule that can be proved and represent an exception to the general warning outlined commenting the example of 
Section 2. Here, in fact, the precision represents a coherent metric to rank competitive sensors, as the VoI of a sensor 
with a given precision is always no less than that of a sensor with an inferior precision. However, the curve is far more 
informative. Note that the VoI curve has a typical half-bell shape: it starts with a horizontal plateau, followed by a steep 
range and diminishes with a second plateau that asymptotically goes to zero. This shape indicates that there is no 
significant improvement in value by reducing the error measure below a certain limit (about σe = 0.03 in this example) 
and no VoI in selecting a sensor with high error measure (above σe = 2 in this example). Furthermore the curve assigns a 
consistent estimation to the VoI, which in this case starts from K18.2$ for the perfect system. The blue line on the same 
graph indicates hypothetical results of a market survey relating the cost of a sensor to its precision. Only sensors 
presenting a VoI higher than their cost (those belonging to the “suitable range”) are rationally suitable for installation. 
Furthermore, the graph highlights the sensor that represents the best option, i.e. the sensor having the largest positive 
difference between VoI and the cost. Graphs like this are of key relevance when a monitoring system is to be selected. 

Figure 6b compares this quasi-analytical solution and that obtained with the MC procedure outlined in Section 4.2. 
Uniform sampling has been adopted, and an increasing number of samples is tested. The number of samples in the state 
space ns ranges from 50 to 500, while the number of sampled outcomes no,s per state varies from 1 to 10. The comparison 
shows that the proposed approximation method performs quite well, apart from the case in which the precision measure 
σe is very small. In that case the additional entropy introduced by the error prediction (forward) in step (iv) is very low, 
and the posterior estimation of the error (backward) in step (v) may experience some problems when not enough samples 
are considered. Note again that the increment of state samples is expensive, while the increment of outcomes per sample 
is computationally much cheaper. 
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Figure 6. (a) Analytical investigation of the VoI for the application problem, as a function of the sensor precision. 
(b) Comparison with proposed MC method. 
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5. CONCLUSIONS 
The concept of the Value of Information for assessing the benefit of installing a monitoring system or performing a test 
on a structure is developed. The framework is based on fundamental notions of rational decision-making and Bayesian 
probabilistic updating and is capable of taking into account a variety of features relevant in SHM. The analysis of the 
VoI is of key importance for any implementation of SHM tools, as inspections, tests, installations of permanent 
monitoring systems. This analysis requires embedding the evaluation of the monitoring system into a decision making 
framework, where possible rehabilitation actions are listed and characterized, the state of the structure and the responses 
of the sensors are probabilistically defined, and the losses in each condition are estimated. 

The procedure proposed in Section 4 is a tool for obtaining an estimate of the VoI when the response of the structure is 
predicted by a computationally expensive model, and the number of runs must be limited. It permits to handle a large 
amount of data, to include directly a model for the error, depending on the measurement noise and model uncertainty, 
and it represents a step towards practical implementation of VoI analysis for monitoring of civil structures. The rate of 
convergence of the procedure, its stopping criteria and the optimal strategy for the importance sampling deserve further 
investigation. 

6. ACKNOWLEDGES 
The first author wishes to acknowledge fund “InfraRiskNet”, supported by the Province of Trento via a grant from the 
European Commission within the 7th European Framework Program 2007-2013 – Specific program Persons – Actions 
Marie Curie. 

REFERENCES 

[1] Russell, S. and Norvig, P., [Artificial Intelligence: A Modern Approach], Pearson Education, (2003). 
[2] Yokota, F. and Thompson, K.M., “Value of Information Analysis in Environmental Health Risk Management 

Decisions: Past, Present, and Future,” Risk Analysis 24(3), 635-650 (2004). 
[3] Howard, R.A., “Information value theory,” IEEE Transactions on Systems Science and Cybernetics SSC-2, 22-26 

(1966). 
[4] Sheridan, T., “On how often the supervisor should sample,” IEEE Transactions on Systems Science and Cybernetics 

SSC-6(2), 140-145 (1970). 
[5] Miller, A.C., “The Value of Sequential Information”, Management Science 22(1), 1-11 (1975). 
[6] Poh, K.L., “An Intelligent Decision Support System for Investment Analysis,” Knowledge and Information Systems 

2(3), 340-358 (2000). 
[7] Keisler, J.M. and Brodfuehrer M., “An Application of Value-of-Information to Decision Process Reengineering,” 

The Engineering Economist 54(3), 197-221 (2009). 
[8] Yokota, F. and Thompson, K.M., “Value of Information Literature Analysis: A Review of Applications in Health 

Risk Management,” Medical Decision Making 24(3), 287-298 (2004). 
[9] Russell, S. and Wefald, E., [Do the Right Thing: Studies in Limited Rationality], MIT Press, (1991). 
[10] Pearl, J., [Probabilistic Reasoning in Intelligent Systems], Morgan Kaufman, (1988). 
[11] Jensen, F.V. and Nielsen, T.D., [Bayesian Networks and Decision Graphs], Springer, (2007). 
[12] Mussi, S., “Sequential decision-theoretic models and expert systems,” Expert Systems 19(2), 99-108 (2002). 
[13] Mussi, S., “Putting value of information theory into practice: a methodology for building sequential decision support 

systems,” Expert Systems 21(2), 92-103 (2004). 
[14] http://domino.research.ibm.com/comm/research_projects.nsf/pages/nips05workshop.index.html 
[15] Songsong, X., [Value of information in decision systems], Ph.D. thesis, National University of Singapore, (2003). 
[16] Madanat, S., “Optimal infrastructure management decisions under uncertainty,” Transportation Research Part C: 

Emerging Technologies 1(1), 77-88 (1993). 
[17]  Durango, P.L. and Madanat, S., “Optimal maintenance and repair policies in infrastructure management under 

uncertain facility deterioration rates: an adaptive control approach,” Transportation Research Part A: Policy and 
Practice 36(9), 763-778 (2002). 

[18] Straub, D. and Faber, M.H., “Risk based inspection planning for structural systems”, Structural Safety 27, 335-355 
(2005). 

Proc. of SPIE Vol. 7984  79842W-13



 

 

[19] Straub, D. and Der Kiureghian, A., “Bayesian network enhanced with structural reliability methods: Methodology,” 
Journal of Engineering Mechanics ASCE 136(10), 1248-1258 (2010). 

[20] Pozzi, M., Zonta, D., Wang, W. and Chen, G., “A framework for evaluating the impact of structural health 
monitoring on bridge management,” Proc. of IABMAS 2010 (2010). 

[21] Christensen, P.N., Sparks, G.A. and Kostuk, K.J., “A method-based survey of life cycle costing literature pertinent 
to infrastructure design and renewal,” Canadian journal of Civil Engineering 32(1), 250-259 (2005). 

[22] Papazoglou, I.A. “Bayesian decision analysis and reliability certification,” Reliability Engineering and System 
Safety 66(2), 177–198 (1999). 

[23] Ben-Haim, Y., [Info-Gap Theory: Decisions under severe uncertainty], Academic Press, London, (2006). 
[24] Sniedovich, M., “The art and science of modeling decision-making under severe uncertainty,” Decision Making in 

Manufacturing and Services 1(1-2), 111-136 (2007). 
[25] Papadimitriou, C., Beck, J.L. and Au S.-K., “Entropy-Based Optimal Sensor Location for Structural Model 

Updating,” Journal of Vibration and Control 6(5), 781-800 (2000). 
[26] Marsh, P.S. and Frangopol, D.M., “Lifetime Multiobjective Optimization of Cost and Spacing of Corrosion Rate 

Sensors Embedded in a Deteriorating Reinforced Concrete Bridge Deck,” J. Struct. Engrg. 133(6), 777-787 (2007). 
[27] Kim, S. and Frangopol D.M., “Optimal planning of structural performance monitoring based on reliability 

importance assessment,” Probabilistic Engineering Mechanics 25, 86-98 (2010). 
[28] Zonta, D., Zandonini, R. and Bortot, F., “A reliability-based bridge management concept,” Structure and 

Infrastructure Engineering 3(3), 215–235 (2007). 
[29] Peterson, M., [An introduction to Decision Theory], Cambridge University Press, (2009). 
[30] Krause, A. and Guestrin, C., “Optimal Value of Information in Graphical Models”, Journal of Artificial Intelligence 

Research 35, 557-591 (2009). 
[31] MacKay, D.J.C., [Information Theory, Inference & Learning Algorithms], Cambridge University Press, (2003). 
 

Proc. of SPIE Vol. 7984  79842W-14


	SPIE Proceedings
	MAIN MENU
	Contents
	Search
	Close


