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 Introduction 

Civil infrastructures are made up of many components that function together as a system. The 

behaviors of components and of the system as a whole are influenced by various factors, such 

as material properties, loadings, and environmental conditions, which vary both throughout 

the system and over time as the system ages. Managing such systems involves collecting in-

formation about these factors through sensing efforts such as inspections or instrumentation 

of the structure. This information is used to support sequential decision-making for the man-

agement of the structure.  

Collection of information to support system management can be optimized using the value of 

information (VoI) metric, a measure of the benefits of information in supporting decision-

making under uncertainty [1]. VoI has been used to assess the benefits of infrastructure moni-

toring and inspection [2]–[5]. However, in problems of sequential decision-making, the eval-

uation of the VoI metric can be difficult, due to the exponential growth in the system state-

space and in the number of possible management action sequences as the time horizon in-

creases [6]. Dynamic programming approaches such as the Bellman equation [7] can address 

these difficulties in the case of discrete-valued random variables and Markovian state evolu-

tion; however, in general, evaluation of VoI can be intractable. In Section 2, we present an 

alternative approach, based on the assumption of temporal decomposability of the loss func-

tion, which allows for efficient evaluation of VoI in continuous-valued spatio-temporal pro-
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cesses where the evolution of the underlying random variables are not affected by manage-

ment actions.  

Furthermore, the problem of optimal sensor placement and scheduling, i.e. of determining 

where and when to collect data in a large system, can be intractable to solve exactly due to 

the exponential growth in the number of alternative sensing schemes as the number of possi-

ble observations and the time horizon increase. In this paper, we make use of an efficient, 

approximate greedy approach to perform this optimization. In Section 3, we present two nu-

merical examples of the application of greedy approaches to optimize the placement and 

scheduling of sensing efforts in spatio-temporal systems. These examples also illustrate prac-

tical issues that can lead to suboptimal performance of the algorithms. In such cases, forward 

or reserve greedy algorithms may need to be applied, each performing better under certain 

circumstances. Some general conclusions on optimal sensor placement and scheduling using 

the VoI metric in spatio-temporal systems are presented in Section 4. 

 Temporally Decomposable Value of Information 

Let f(𝐱𝑖, 𝑡𝑗) denote the random field variable(s) which affect the 𝑖th component of an 𝑛-

component system, at location 𝐱𝑖, at time 𝑡𝑗, the 𝑗th  discrete timestep during the management 

time horizon 𝑇 = {𝑡1, … , 𝑡𝑚}. The probabilistic distribution for f(𝐱𝑖, 𝑡𝑗) is given by an appro-

priate spatio-temporal random field model [8]. Let 𝐟 denote the vector of random field varia-

ble(s) affecting all system components at all discrete timesteps over the time horizon, with 

sub-vector 𝐟𝑗 acting on the system at time 𝑡𝑗. Let 𝑌 denote a set of measurements of the sys-

tem, taken over this time horizon, with 𝐲 denoting the vector of measurement values. Based 

on these measurements, the prior distribution over random field variables can be updated to a 

posterior distribution; for example, at time 𝑡𝑗, the posterior is p𝐹|𝐲→𝑗
, where 𝐲→𝑗 denotes 

measurements of 𝑌→𝑗, the subset of measures 𝑌 whose outcomes are available up to time 𝑡𝑗. 

In managing the system, a set of actions 𝐚 is selected from a set of possible actions 𝒜, with 

𝐚𝑗 denoting the subset of actions implemented at time 𝑡𝑗. 

2.1 General Loss Function 

Let L(𝐟, 𝐚) denote a loss incurred by the manager of an infrastructure system for taking man-

agement actions 𝐚 when the random variables affecting the system take on joint state 𝐟. This 

loss function maps the joint space of variable states and management actions to a scalar 

measure of the penalty to the managing agent associated with this combination. Given this 

loss function, a rational decision-maker will select actions so as to minimize the loss. This 

prior expected loss, denoted 𝔼L(∅), is: 

 𝔼L(∅) = min
𝐚∈𝒜

𝔼𝐹|𝐚L(𝐟, 𝐚)  (1) 

where 𝔼𝐹|𝐚 denotes that statistical expectation over 𝐟 conditional to the choice of actions a 

(note that the structure of this conditional distribution will be such that only past actions can 

affect variable states, i.e. causality must be preserved). 

The posterior expected lifetime loss 𝔼L(𝑌) is the total loss for the system considering that set 

𝑌 of observations is available to guide decision-making. In this case, optimal actions 𝐚𝑗
∗ will 

be chosen at time 𝑡𝑗 taking into consideration all actions taken and observations collected up 
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to this time. For a given set of measurements 𝐲, a sequence of optimal actions 𝐚∗(𝐲) can be 

defined by solving the following optimization problem for each timestep: 

 𝐚𝑗
∗(𝐲→𝑗) = argmin

𝐚𝑗∈𝒜𝑗

min
𝐚(𝑗+1)→ ∈𝒜(𝑗+1)→

𝔼𝐹|𝐚,𝐲→𝑗
L(𝐟, {𝐚→(𝑗−1)

∗ (𝐲→(𝑗−1)), 𝐚𝑗, 𝐚(𝑗+1)→ }) (2) 

where 𝐚(𝑗+1)→  denotes the set of future actions, undertaken from time 𝑡𝑗+1 onwards. The se-

quence of current and future actions must be chosen, given the optimized past actions and 

observations, to minimize the loss function. The posterior expected loss is then: 

 𝔼L(𝑌) = 𝔼𝑌𝔼𝐹|𝐚,𝐲L(𝐟, 𝐚∗(𝐲))  (3) 

Note that in general there is feedback between actions and observations, i.e., past actions can 

affect the outcomes of future observations. It is therefore necessary to take the outer expecta-

tion over 𝐲 considering all possible action sequences; observations which are impossible fol-

lowing a given action sequence will have zero probability in the inner expectation. 

VoI is defined as the difference between the prior and posterior expected lifetime losses: 

 VoI(𝑌) = 𝔼L(∅) − 𝔼L(𝑌)  (4) 

In general, VoI can be difficult to compute, due to the need to evaluate expectations over 

multivariate random field variables and observations and to optimize sets of actions for all 

future timesteps, as in (2). 

2.2 Decomposable Loss Function 

Now consider that the loss function decomposes temporally as follows: 

 L(𝐟, 𝐚) = ∑ 𝛾𝑗−1L𝑗(𝐟𝑗, 𝐚𝑗)𝑚
𝑗=1   (5) 

where L𝑗(𝐟𝑗 , 𝐚𝑗) denotes the loss incurred at time 𝑡𝑗, and 𝛾 is a discounting factor (this dis-

counting method is used for simplicity, and the methods presented here are applicable to al-

ternative discounting schemes as well). With this decomposable loss function, a dynamic 

programming approach is adopted to evaluate VoI(𝑌). This approach is motivated by the 

Bellman Equation, which is often used to evaluate VoI in partially-observable Markov deci-

sion processes [6], [7]. Note, however, that here the Markovian assumption is not needed. 

First, we define the value function, or the “cost-to-go function” as 𝔼L𝑗→
∗ (𝐚→(𝑗−1), 𝐲→(𝑗−1)). 

This represents the minimum expected loss for managing the system from time 𝑡𝑗 onwards, 

and is a function of the actions and observations taken up to time 𝑡𝑗−1. This function can be 

defined recursively by noting that the cost to manage the system optimally from time 𝑡𝑗 on-

wards is the expectation (over the new observations available at time 𝑡𝑗) of the minimum 

(over the actions taken at time 𝑡𝑗) of the expected loss to manage the system at time 𝑡𝑗 plus 

the discounted loss of managing the system from time 𝑡𝑗+1 onwards. Therefore:  

 𝔼L𝑗→
∗ (𝐚→(𝑗−1), 𝐲→(𝑗−1)) = 𝔼𝑌𝑗|𝐚→(𝑗−1),𝐲→(𝑗−1)

min
𝐚𝑗∈𝒜𝑗

𝔼L𝑗→(𝐚→𝑗, 𝐲→𝑗)  (6) 

where: 

 𝔼L𝑗→(𝐚→𝑗, 𝐲→𝑗) = 𝔼𝐹𝑗|𝐚→𝑗,𝐲→𝑗
L𝑗(𝐟𝑗, 𝐚𝑗) + 𝛾𝔼L(𝑗+1)→

∗ (𝐚→𝑗, 𝐲→𝑗)  (7) 

The posterior expected loss can be evaluated as the “cost-to-go” at time 𝑡1: 
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 𝔼L(𝑌) = 𝔼L1→
∗ (𝐚→0, 𝐲→0) = 𝔼𝑌1

min
𝐚1∈𝒜1

{𝔼𝐹1|𝐚1,𝐲1
L1(𝐟1, 𝐚1) + 𝛾𝔼L2→

∗ (𝐚→1, 𝐲→1)}  (8) 

where 𝐚→0 and 𝐲→0 are empty by definition. The prior expected loss is evaluated similarly by 

dropping the conditioning on observations from (6-8), and VoI is evaluated as in (4). 

Evaluation of the VoI via this dynamic programming approach in systems with a decomposa-

ble loss function remains a computationally challenging task. While the evaluation of (3) re-

quires considering every possible sequence of actions, observations, and measurements over 

the system management time horizon, the evaluation of (8) still requires the computation of 

𝔼L𝑚→
∗ (𝐚→(𝑚−1), 𝐲→(𝑚−1)) for every possible sequence of past actions and observations. This 

remains a computationally daunting task in systems where many observations and actions are 

possible over the management time horizon. 

2.3 Uncontrolled System Evolution 

Finally, we assume that the system evolution is uncontrolled, i.e. that actions do not affect 

future states of the random variables or future observations of the system. Actions only influ-

ence the loss incurred at each timestep through the decomposable loss function of (5). A sys-

tem subjected to an extreme event, where actions can affect the response of each component 

to the loading but not the intensity of the loading or its evolution over time, is an example of 

an uncontrolled system.  

Following this assumption, the conditioning on actions in the expectations of (6-7) is re-

moved. In the case of an uncontrolled system, these equations are expressed together as: 

 𝔼L𝑗→
∗ (𝐲→(𝑗−1)) = 𝔼𝑌𝑗|𝐲→(𝑗−1)

min
𝐚𝑗∈𝒜𝑗

[𝔼𝐹𝑗|𝐲→𝑗
L𝑗(𝐟𝑗, 𝐚𝑗)] + 𝛾𝔼𝑌𝑗|𝐲→(𝑗−1)

𝔼L(𝑗+1)→
∗ (𝐲→𝑗)  (9) 

Note that the value function is no longer a function of the sequence of actions; by minimizing 

over actions at each timestep, all dependence of the “cost-to-go” on prior actions is removed. 

Using the linearity of the expectation, and the fact that 𝔼L2→
∗ (𝐲→1) is not a function of 𝐚1, the 

posterior expected loss of (8) is now: 

 𝔼L(𝑌) = 𝔼L1→
∗ (𝐲→0) = 𝔼𝑌1

min
𝐚1∈𝒜1

[𝔼𝐹𝑗|𝐲1
L1(𝐟1, 𝐚1)] + 𝛾𝔼𝑌1

𝔼L2→
∗ (𝐲→1)   (10) 

By continuing to substitute in for the “cost-to-go” for the next timestep, and distributing the 

expectation over measurements and the discount factor over the summation, the posterior 

expected loss is expressed in closed-form as: 

 𝔼L(𝑌) = ∑ 𝛾𝑗−1𝔼𝑌→ 𝑗
min

𝐚𝑗∈𝒜𝑗

[𝔼𝐹𝑗|𝐲→𝑗
L𝑗(𝐟𝑗, 𝐚𝑗)]𝑚

𝑗=1  (11) 

In evaluating each term of this summation, only the random variables affecting the system at 

the current time, current actions, and current and past observations need be considered. The 

latter is the computational bottleneck, being at most size |𝐲| at timestep 𝑚. Nevertheless, 

there is a large complexity reduction with respect to (8), especially since there may be rela-

tively few observations taken in each timestep compared to the number of actions taken. 

The prior expected loss is evaluated similarly to (11) as: 

 𝔼L(∅) = ∑ 𝛾𝑗−1 min
𝐚𝑗∈𝒜𝑗

[𝔼𝐹𝑗
L𝑗(𝐟𝑗 , 𝐚𝑗)]𝑚

𝑗=1  (12) 

VoI is again evaluated as in (4). 
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2.4 Greedy Optimization Approach 

An optimal set of measurements via the VoI metric is defined as:  

 𝑌∗ = argmax
𝑌∈𝒴

 VoI(𝑌) − C(𝑌)  (13) 

where C(𝑌) denotes the cost of enacting measurement scheme 𝑌, and 𝒴 denotes the set of all 

potential measurement schemes. This approach can be used to define optimal sensor place-

ment and scheduling, i.e. the selection of times from 𝑇 and locations 𝐱 within the system to 

measure, through appropriate definition of C(𝑌) to encode sensing costs and constraints. 

The solution of (13) involves combinatorial optimization, and in general is intractable to 

solve exactly due to the size of 𝒴. Therefore, more efficient but approximate methods must 

be employed. In this paper, we use two variations on a greedy algorithm: a forward and re-

verse greedy algorithm. The forward greedy algorithm iteratively builds the set 𝑌∗ with ele-

ments of 𝒴 which most improve the objective at each step. The reverse algorithm starts with 

𝒴 and iteratively removes elements while keeping the objective as high as possible. Both 

algorithms reduce the computational complexity of the optimization from 2|𝒴| evaluations of 

the VoI to less than |𝒴|2 evaluations.  

Unfortunately, there are no guarantees on the optimality of results to (13) obtained via greedy 

approaches. This is due to the lack of submodularity of the VoI metric; submodularity is intu-

itively understood as a diminishing returns property of set functions, i.e. the function value of 

a set of measurements must be less than the sum of the values of complementary subsets of 

this set [9]. Because this property does not always hold for VoI, greedy approaches can per-

form poorly. Section 3 illustrates this problem through two examples. 

 Numerical Examples 

Two example problems are presented in this section to illustrate the application of the VoI 

evaluation and optimal sensor placement and scheduling methods outlined above, as well as 

the potential pitfalls of the greedy optimization approach. In these examples, random field 

variables are defined using Gaussian process spatio-temporal models. These models extend 

the multivariate Gaussian distribution to a continuous domain [10], denoting the field as: 

 f(𝐱, 𝑡) ~ 𝒢𝒫(m(𝐱, 𝑡), k(𝐱, 𝑡, 𝐱′, 𝑡′)) (14) 

where m(𝐱, 𝑡) indicates the mean function, describing the mean of the random field at loca-

tion 𝐱 and time 𝑡, and k(𝐱, 𝑡, 𝐱′, 𝑡′) is the covariance function, describing the covariance be-

tween random variables at locations 𝐱 and 𝐱′ and times 𝑡 and 𝑡′. Observations of these 

variables are modelled as linear combinations of these field variables and Gaussian noise: 

 𝐲 = 𝐑𝑌𝐟 + 𝛜 𝛜 ~ 𝒩(𝟎, 𝚺ϵ) (15) 

where matrix 𝐑𝑌 indicates which elements of 𝐟 are observed based on the choice of 𝑌 and 𝚺ϵ 

denotes the covariance matrix of zero-mean Gaussian noise 𝛜.  

3.1 Two Biased Measures 

Motivated by prior work [11], this first example involves an 𝑛 = 2 component system man-

aged over an 𝑚 = 10 year period. The two random variables describing these components 

are modelled using a Gaussian process with mean m(𝐱, 𝑡) = 0 and covariance: 
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 k(𝐱, 𝑡, 𝐱′, 𝑡′) = {𝜎(𝑡) 𝜎(𝑡′) exp (−
|𝑡−𝑡′|

2

2(5)2  ) if 𝐱 = 𝐱′

0 if 𝐱 ≠ 𝐱′

where 𝜎(𝑡) = 0.5 − 0.5 exp(−𝑡)  (16) 

This models spatially uncorrelated but temporally correlated variables whose variance grows 

over time. At each timestep, measures may be taken of either variable, but the noise is de-

fined such that there is a large unknown (but constant in time) bias in the measures associated 

with either component. Management of the system is defined following (5) with: 

  L𝑗(𝐟𝑗, 𝐚𝑗) = ∑ L𝑖,𝑗(𝐟𝑖.𝑗 , 𝐚𝑖,𝑗)𝑛
𝑖=1 where L𝑖,𝑗(𝐟𝑖.𝑗 , 𝐚𝑖,𝑗) = {

100 if |𝐟𝑖,𝑗| > 0.5 and 𝐚𝑖,𝑗 = 0

  20 if  𝐚𝑖,𝑗 = 1                          
  (17) 

No discounting is assumed, i.e. 𝛾 = 1, and sensing costs are ignored, i.e. C(𝑌) = 0. 

 

Figure 1: a) Order of greedy selection of measures by forward (above lines) and reverse (below lines) greedy 

optimization; b) VoI versus number of sensors for forward and reverse greedy optimization. 

Figure 1a shows the order in which measures for both components are chosen by the forward 

and reverse greedy optimization approaches, and Figure 1b indicates the VoI for greedily 

selected sets with different numbers of measures. The intuitive approach, which is reflected 

in the reverse greedy selection, is to take one measure on each component at 𝑡 = 0 to deter-

mine the bias to correct later measures. In this case, the lack of submodularity for the problem 

presents an issue for the forward greedy approach; without this initial measure, subsequent 

measures are of negligible value, so only measures for the component which has already been 

observed are selected. This results in the comparatively poor performance of the forward al-

gorithm with about ten measures. However, note that neither algorithm gives an optimal solu-

tion for all set sizes, as the forward approach performs better with four measures. 

3.2 Structural Displacement and Displacement Rate 

Consider a structure that displaces over time, such that it may become misaligned with its 

neighbours. Let 𝑓𝑗 denote its displacement from a reference point at timestep 𝑗. We model 𝑓𝑗 

using a Gaussian process with a mean of 0 cm and temporal covariance function: 

 k(𝑡, 𝑡′) = (10 cm)2  exp (−
|𝑡−𝑡′|

2

2(20 yr)2 ) + (1 cm)2  exp (−
|𝑡−𝑡′|

2

2(1 yr)2 ) (18) 

This Gaussian process models the superposition of a low-magnitude, fast noise and a high-

magnitude, slow trend. A penalty is incurred if the absolute displacement exceeds 10 cm or if 
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the displacement rate exceeds 1 cm/yr; mitigation actions are possible in each case to avoid 

the penalties at a smaller cost. The loss function encoding this problem is: 

  L𝑗(𝐟𝑗, 𝐚𝑗) =
1

2
L1,𝑗 (

1

20
𝐟1,𝑗, 𝐚1,𝑗) + 2L2,𝑗 (

1

2
(𝐟1,𝑗 − 𝐟2,𝑗), 𝐚2,𝑗)  (19) 

where 𝐟1,𝑗 represents the displacement and 𝐟1,𝑗 − 𝐟2,𝑗 represents the displacement rate at 

timestep 𝑗. Loss functions are defined as in (17). Note that 𝐟𝑗 concatenates successive annual 

displacements as 𝐟𝑗 = {𝑓𝑗 , 𝑓𝑗−1}.  

Three measurement types are available in each year. Measurements of type 𝑎 evaluate the 

average displacement at successive timesteps, measuring 
1

2
(𝐟1,𝑗 + 𝐟2,𝑗). Type 𝑏 measures 

evaluate the displacement rate 𝐟1,𝑗 − 𝐟2,𝑗. However, these measures have a time-varying drift, 

which is modelled as a Gaussian process with mean 0 cm and temporal covariance: 

 kdrift(𝑡, 𝑡′) = (100 cm)2  exp (−
|𝑡−𝑡′|

2

2(40 yr)2 ) (20) 

Type 𝑐 measures are calibrations, which measure this drift directly. Let measures have a cost 

of 5 each discounted to present value from the time the measure is made, with 𝛾 = 0.9. 

 

Figure 2: a) Selected measures by forward (o) and reverse (x) greedy optimization; b) Net VoI versus number of 

sensors, with optimal numbers indicated. 

Figure 2a shows the measure types chosen over a 20 year horizon. Here, the forward ap-

proach falls into the trap of repeatedly selecting type 𝑎 measures, assessing the absolute dis-

placement but not the rate. The reverse approach leads to a measurement plan with higher net 

value, as indicated in Figure 2b, by focusing on type 𝑏 measures, together with periodic type 

𝑐 calibrations and a single initial type 𝑎 measure; together, these allow both the displacement 

rate and magnitude to be determined and appropriate actions taken.  

In both of the above examples, the reverse greedy approach tends to avoid the shortcomings 

exhibited in the forward approach. However, it should be noted that this will not always be 

the case; all greedy approaches are potentially suboptimal when applied to non-submodular 

metrics. Furthermore, this reverse approach may scale poorly, as it requires working back-

wards from set 𝒴, which may be very large in systems with a fine temporal discretization. 

Alternative approaches, such as the use of submodular surrogates for VoI, represent a promis-

ing area for future research [12]. 
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 Conclusions 

This paper presents and discusses issues related to optimal sensor placement and scheduling 

for the management of infrastructure systems in time and space. Certain assumptions are ap-

plied to make this generally difficult problem more tractable. Specifically, VoI can be evalu-

ated efficiently if the effects of management actions are isolated to the times at which they 

are implemented. Furthermore, greedy optimization algorithms can be used to approximately 

solve the combinatorial optimization problems related to sensor placement and scheduling. 

However, these algorithms should be applied with care, as the lack of submodularity of the 

VoI metric can lead to poor performance, depending on the structure of the problem and the 

approach used. In both of the cases presented here, a reverse greedy approach avoids most 

pitfalls to which the forward approach succumbs, but may scale poorly. 
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