
1 INTRODUCTION 
Appropriate decisions in the immediate aftermath of 
a major earthquake can significantly reduce the se-
verity of the impact on civil infrastructure. Infor-
mation is crucial to guide these decisions, and data 
collected by Structural Health Monitoring (SHM) 
systems can improve the efficiency of the post-event 
emergency management. These systems can provide 
information on the ground motion or on the response 
and damage experienced by the structure. The bene-
fit of this information is apparent only insofar as 
they impact the decision making process. 

The manager of the infrastructure can usually rely 
on a broad range of information. One of the most 
relevant of these is an estimation of the intensity of 
ground shaking, such as that provided by on-line 
platforms such as ShakeMap and ShakeCast that are 
developed and maintained by the United States Geo-
logical Survey (USGS, 2008). However, many un-
certainties involved in the risk assessment are not 
reduced by this information. These include the un-
certainty in the vulnerability of a structure to a 
ground motion of given intensity. 

Additional information can be provided by SHM 
systems. Suppose a monitoring system is installed 
on a bridge within a transportation network. The in-
formation gained from this system is more closely 
related to the damage experienced by the bridge than 

the seismic excitation and, therefore, it is more rele-
vant for decision-making in the aftermath of the 
event. If the collected measurements are processed 
in near real-time, the manager could select the opti-
mal level of operation of the network, depending on 
the outcome of the monitoring system. 

The Bayesian probabilistic framework (Sivia, 
2006) and utility theory (Parmigiani & Inoue, 2009) 
provide a firm foundation to link the collected ob-
servations to the optimal management action. Ran-
dom variables characterizing the structural condition 
are updated by processing of the information gained 
from observations, thereby affecting the expected 
loss for each available action. Naturally, the obser-
vations may alter the optimal action that the rational 
agent would adopt. 

The implementation of Bayesian updating and the 
estimation of expected losses can be computational-
ly time consuming, when complicated models are 
adopted for the seismic excitation, the structural re-
sponse and the monitoring system behavior. This 
limitation may prevent the application of the frame-
work in the post-event condition, when decisions 
must be made quickly. 

In this paper we propose to relate observations 
and actions by estimating the optimal policy, which 
can be determined in a prior stage, before the seis-
mic event. A policy is a map between an observation 
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ABSTRACT: A statistical approach is presented to identify the optimal management policy for structures 
under seismic risk. Policies are maps connecting field observations to actions, and the optimal policy is the 
one that minimizes the expected loss. During a seismic event, structural health monitoring systems can pro-
vide field observations on the ground motion or on the response and damage experienced by structures. The 
benefit of this information is realized only when it impacts decision making. We propose a method based on 
non-parametric regression to estimate the loss given each observation and action, and then identify the opti-
mal action in each point of the observation domain. Running numerical models, we populate a set of realiza-
tions of observations and losses for each available action, which is used as a training set for evaluating alter-
native policies. The regression procedure makes use of Gaussian processes to model the correlation structure 
of the expected losses in the domain of observations. We investigate the effectiveness and assess the precision 
of the proposed method on a simple example. 

 



and an action, and the optimal one is that which pro-
duces the minimum expected loss. It can be identi-
fied by learning from simulations. Running the nu-
merical models, we populate a set of realizations of 
observations and losses for each available action, 
which is used as a training set for evaluating alterna-
tive policies. 

This research follows Pozzi & Der Kiureghian 
(2011, 2012), which made use of non-parametric re-
gression to evaluate the Value of Information. While 
those works employed a linear smoother and cross 
validation (Wasserman, 2005), in this paper we in-
vestigate the use of Gaussian processes. Section 2 of 
this paper introduces the decision problem and the 
method based on non-parametric regression. In Sec-
tion 3, we present a simple case study to prove the 
efficiency of the proposed method. 
 

 
 
Figure 1. Original (a) and reduced (b) decision graph. 

2 DECISION MAKING THROUGH 
STATISTICAL REGRESSION 

2.1 Problem statement 

We are targeting the following problem. The state of 
a structure is defined by a vector of random varia-
bles, , modeled by probability distribution . 
These variables characterize loads and structural re-
sponse, damage and degradation. The manager of 
the structure has access to observation , which is 
probabilistically related to state  by conditional 
probability | , and can select an action  in a 
set . Loss , as experienced by the manager, is 
conditional on the state and action, and modeled by 
probability distribution | , . The corresponding 
decision graph is depicted in Figure 1(a), where we 
have assumed the following independency condi-
tions: , | , | . 

We aim at identifying the optimal policy for the 
management of the structure, where the policy is a 

map relating observation  to action  and de-
scribes the behavior of the manager. Formally, poli-
cy  is a function defined on the domain Ω  of the 
observations, :		Ω → 1,… , . We define the op-
timal policy as that minimizing the expected loss: 
∗ arg	min | | ,  (1) 

where  is the statistical expectation. Eq.1 is con-
sistent with the Bayesian approach to decision mak-
ing under uncertainty. It makes use of the posterior 
probability, | , of the structural state given the 
observation. Eq.1 also shows that it is not necessary 
to characterize the loss variable with a conditional 
distribution: For the sake of rational decision mak-
ing, it is sufficient to define the expected loss 

| ,  for each structural state and action. 
Instead of following the conventional Bayesian 

approach, in this section we outline an alternative 
method based on statistical regression. To identify 
the optimal policy, we factorize the joint probability 
of loss and observation as in the graph reported in 
Figure 1(b): 

, | | ,  (2) 

with | , | | , , and define 

the expected loss conditional on observation  and 
action  as function | , . The expected 
loss, depending on policy  and observation , is 
expressed as , and the overall expected loss 

 assigned to policy  is determined by taking the 
expectation on future observations: 

 (3) 

We express the optimal policy ∗, as defined in 
Eq.1, in terms of the overall expected loss and the 
expected loss conditional on observation as 
∗ arg	min ⇔ ∗ arg	min (4) 

The above formulation is the basis for the numer-
ical approach outlined in the following sections. 

2.2 Loss estimation based on samples 

We propose to estimate functions , for each 
action , by analyzing samples generated from the 
original graph depicted in Figure 1(a). To do so, we 
use the Monte Carlo approach, generating  inde-
pendent samples labeled with index  from 1 to . 
Specifically, we sample  from ,  from 

 and, for each action ,  from 

, . The set of samples of observations and 

losses, , , is consistent with the joint 

distribution , | , and functions  can be es-
timated by statistical regression. While in Pozzi and 
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Der Kiureghian (2012) we made use of Linear 
Smoother based on the Nadaraya-Watson estimator 
with Gaussian kernel (Wasserman, 2005), the next 
section presents a method for estimating  based 
on Gaussian processes. 

2.3 Gaussian processes for management losses 

The reader is referred to Rasmussen & Williams 
(2006) for a treatment on Gaussian Processes for re-
gression. In our approach, we model the expected 
loss given action  and observations  as: 

~ , , ′  (5) 

where ,  indicates a Gaussian process with 
mean function  and covariance function . The 
approach we propose can make use of any choice of 
the mean and covariance functions. However, con-
sistent with the application presented in section 3, in 
the following we focus on a specific family of func-
tions. We assume a linear mean function 

 (6) 

where vector  and scalar  are parameters of the 
mean function, and a “squared-exponential” covari-
ance function: 

, ′ exp
‖ ‖

 (7) 

where  is the length-scale,  is the prior variance, 
and ‖∙‖  denotes the Euclidean norm. 

The loss is modeled by adding a zero-mean 
Gaussian noise to the expected value, obtaining the 
conditional probability: 

| , ,  (8) 

where ,  is the normal distribution with 
mean  and variance . The assumption of Eq.8 
appears restrictive, but we note that we only aim at 
estimating functions , as this is what is required 
in the decision making problem, as stated following 
Eq. 1. 

According to this probabilistic model, the joint 
distribution of losses for action  is defined by hy-
perparameters , , , , . 

2.4 Fitting the hyperparameters 

The simulated observations are grouped in matrix 
. For any assigned values of the hyperparameters 

, we compute the mean function for each observa-
tion, obtaining vector  of dimension 1, 
and the covariance function for each pair of observa-
tions, obtaining matrix ,  of dimension 

. The marginal log-likelihood of the simulated 
losses , for action , can be expressed as: 

log | ,
log| | log 2  (9) 

where , , where  denotes the 
identity matrix. Hyperparameters  are estimated 
by fitting to the simulated data , .  

According to the Bayesian approach, we should 
obtain a posterior distribution of the hyperparame-
ters, | , , by adopting a prior distribution 

 and combining it with the likelihood of Eq.9, 
through Bayes rule. This approach, called “hierar-
chical modeling,” may become computationally ex-
pensive, as it requires evaluating integrals in high-
dimensional spaces. Here we follow a simplified ap-
proach, identifying the best values of the hyperpa-
rameters as those that maximize the log-likelihood 
function in Eq.9. To do so, we make use of closed-
form formulas for the gradient of the marginal log-
likelihood (Rasmussen & Williams, 2006). In the 
numerical implementation, we make use of the tool-
box developed by Rasmussen & Nickisch (2013), 
whose routines are based on the conjugate gradient 
method, with Polack-Ribière formulation, and the 
Wolfe-Powell stopping criteria (Rasmussen, 2010). 
It is known that this maximum-likelihood approach 
is prone to the risk of over-fitting of the data. How-
ever, as shown in Section 3, this is generally not a 
problem when a large dataset of simulations is avail-
able. 

2.5 Regression in Gaussian processes 

Having generated the samples, we perform re-
gression to estimate the expected value of the loss 
given action  for any query point	  in the domain 
of the observations. Inference in Gaussian processes 
is based on the property that every set of variables 
from the process is jointly normally distributed. The 
joint distribution of the set of simulated losses, , 
and the expected loss at the query point, , is 
given by: 

~ ,
,

 (10) 

where vector ,  lists the covariances of 
the simulated observations and the query point. The 
posterior distribution of variable  is, therefore, 
normal with mean ̅  and variance  given 
by 

̅ 																					
,

 (11) 

By using these formulas, we can infer the estimated 
loss for any future observation, based on simulated 
observations and losses. The mean is the only quan-
tity directly used in the optimization program; how-



ever, the variance is relevant in uncertainty assess-
ment. 

2.6 Optimization and uncertainty assessment 

For every query point in the domain of observa-
tions, we compute the expected loss related to each 
action and select the action that gives the minimum 
loss. We obtain an approximate optimal policy, ∗, 
by solving the optimization problem corresponding 
to Eq.4: 

∗ arg	min ̅  (12) 

In summary, the procedure for estimating the op-
timal policy is articulated in the following steps: (i) 
a probabilistic model is developed according to the 
graph in Figure 1(a); (ii) samples are generated, as 
shown in Section 2.2; (iii) for each action, hyperpa-
rameters are fitted, as shown in Section 2.4; (iv) es-
timated optimal policy is described by Eq.12, where 
functions ̅  are computed through the first for-
mula in Eq.11. Once the optimal policy is identified, 
we can use it for guiding decision making, when ob-
servation  is collected in the field. 

Furthermore, the probabilistic characterization 
described in Eq.11 provides the uncertainty involved 
in the decision problem, thus allowing us to deter-
mine if it is worth performing additional simulations 
to refine the regression model. For any observation 

, the procedure outlined above identifies a candi-
date optimal action  as that corresponding to the 
minimum ̅ . However, we wish to select the ac-
tion for which function  is minimum. Because 
of the uncertainty in the regression, we may select 
the wrong action. We quantify the probability that 
the action is actually the optimal one by the follow-
ing approach: We focus on two possible actions,	  
and . After observation , the difference between 
the expected losses, Δ , is de-
fined by a marginal normal distribution, 

Δ ~ Δ , Δ  (13) 

where Δ ̅ ̅  and Δ
. The latter relation is based on 

the assumption of independency between the losses 
for different actions, as previously stated. Conse-
quently, the probability that the loss associated with 
action  is less than that associated with action  is 

P Φ Δ Δ  (14) 

where Φ is the standard cumulative normal distribu-
tion. Of course, if ∗ , according to the defi-
nition in Eq.12, than the probability in Eq.14 is 
higher than 50%. However, we may need to add fur-

ther simulations to better evaluate the alternative 
policies and increase the confidence in the identified 
one. 

2.7 Extension of the proposed approach 

The proposed approach can be improved at the 
cost of additional computations. As mentioned in 
Section 2.4, we can define a prior distribution on 
hyperparameters , modeling expert knowledge on 
the relation between observation and loss. We can 
also remove the assumption of homoscedasticity, as 
implied in Eq.8, making use of a more flexible mod-
el. Furthermore, we can include correlation among 
the losses for different actions, fitting a joint Gaussi-
an distribution for all actions. This may result in a 
more accurate model, but will be computationally 
more involved since we can no more exploit the 
conditional independency of losses, given the obser-
vation. 

Lastly, we can transform observation  and loss  
by appropriate functions before performing the re-
gression, to adapt the normal distribution to other 
probabilistic models. For example, in the application 
presented below, we use the logarithmic transfor-
mation on  and loss , so that log-normally distrib-
uted variables are transformed into normal variables. 

3 APPLICATION TO MONITORED 
STRUCTURE 

3.1 Operating a bridge under seismic load 

We apply the approach outlined in Section 2 to 
the simple problem described the graph in Figure 
2(a) or, in reduced form, in Figure 2(b). It models 
the consequences of the decision regarding the oper-
ation of a bridge after an earthquake. The manager 
may decide to keep the bridge in full operation, up 
to the time of the next scheduled inspection, or may 
decide to close it. 

Node s denotes the ground motion intensity 
measure, which is selected as the spectral amplitude 
at the nominal fundamental period of the structure. 
The measured intensity is denoted yi and it is related 
to the true intensity by the formula yi = s∙i, in which 
i represents the measurement error. The maximum 
drift experienced by the bridge during the earth-
quake is denoted as . We assume is given in 
terms of the intensity measure through a relation of 
the form = s∙h∙, where h = (T/2)2 is the modal 
flexibility of the structure and  is the model error. 
This relation is consistent with the well-known 
“equal displacement” hypothesis, provided that the 
dynamic response of the structure is governed by the 
fundamental mode of period T. The measured drift is 



denoted as yo = ∙o, which models the outcome of a 
monitoring system with o representing the meas-
urement error. 

 

 
 
Figure 2. Original (a) and reduced (b) decision graph for the 
specific problem presented in Section 3. 

 
Errors i,  and o and the intensity measure s are 

assumed to be log-normally distributed and, conse-
quently, so are variables yi and yo, as reported in Ta-
ble I. Once we apply the logarithmic transformation, 
variables s, , yi and yo are mapped onto variables 
with joint normal marginal distribution. It follows 
that their marginal as well as conditional distribu-
tions are also normal.  

We consider two types of scalar observations: on 
the seismic intensity s and on the structural response 
. Given the structure of the decision graph, it is ap-
parent that observation of  is topologically more 
relevant than that of s for the decision making. If the 
observation of  is perfect, s becomes irrelevant. 
However, in the general case with uncertainty in the 
observations, the rational manager must process all 
the available information before deciding on the ac-
tion a. 

The damage d experienced by the structure de-
pends on the drift , as defined by the fragility 
curves shown in Figure 3(a). The damage to the 
bridge is classified in 5 levels. As in the example re-
ported in Pozzi & Der Kiureghian (2011), the dam-

age levels refer to the state of the hinge at the base 
of the pier of the bridge. These levels are respective-
ly: “no damage,” “cracking,” “yielding of steel,” 
“spalling of concrete” and “ultimate state.” Loss ma-
trix ,  is presented in Figure 3(b). We assume 
three action alternatives are available: do nothing 
and leave the bridge in full operation ( DN), re-
duce the traffic ( RT), or close the bridge 
( CL). 

 

 
 

Figure 3. a) fragility curves for the five damage levels, depend-
ing on top drift; b) loss matrix ,  for the three actions and 
the five damage levels. 
 

As stated above, observations  are 
jointly log-normal; consequently, conditional distri-
bution |  is also lognormal. This facilitates 
evaluation of each candidate policy and identifica-
tion of the exact optimal policy, which we use for 
comparison with the results of the approximate ap-
proach based on regression. 

Figure 4 shows the outcomes of the regression, 
for an increasing number of simulated samples, . 
Observations  are defined on a two 
dimensional space, and expected loss for each action 
is defined by a surface on that domain. 
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Table I. Conditional probabilities and assumed val-
ues for the decision graph in Figure 2 
 ______________________________________________ 
~ln , ;  with 0.35, 83%; 

(i.e. 2ms , 2ms ) ______________________________________ 
~ln log , ;  with 30%; ______________________________________ 
~ln log log , ;  with 30%, 25
10 , (i.e. 1s) ______________________________________ 
~ln log , ;  with 30%; ______________________________________________ 



 
 

Figure 4. Expected loss,  (solid line), approximated expected 
loss, ̅  (dashed-dotted line), and confidence bounds (dashed 
lines) for the three actions and N=50 (a) and N=500 (b). 

 
On Figure 4, we plot a section of these surfaces, 

for 1ms . Each plot reports the regression for 
the three actions DN, RT and CL. The solid lines 
show the theoretical expectations, computed by the 
exact formula, while the dashed-dotted lines show 
the estimated expected loss (function	 ̅ ). Dashed 
lines report the 95% confidence bounds, obtained by 
adding and subtracting twice the standard deviation. 
The regression for action CL is exact since that 
action determines a flat loss value, independent of 
the observation. The Gaussian process regression 
fits the simulated data for that action by setting 
→ 0 and/or → ∞. The regressions for actions 
DN and RT are non-linear in . For 
1ms , the optimal policy ∗ can be read in 

the graph by identifying the action associated with 
the minimum expected loss. That action is DN for 
0 32mm, RT for  32 162mm, and 
CL above 162mm. The uncertainty of the re-
gression is reduced by increasing the sample size 

from 50, as depicted in Figure 4(a), to 
500, as depicted in Figure 4(b). The high uncertain-
ty in the regression for action DN and high value of 
variable  is due to the small number of observa-
tions simulated in that range, when  is close to 
1ms . Consequently, the approximate policy ∗ 
converge slowly to exact policy ∗. For example, for 

50 the identified optimal action is CL for 
131mm, while for 500 the condition is 

moved to 169mm, which is closer to the exact 
value for this decision boundary. 

Figure 5 plots the decision boundaries in the joint 
domain of the observations. The contour lines refer 
to the joint distribution of , while the points show 
the simulated observations. The dotted lines report 
the decision boundaries for the optimal policy ∗. 
For this example, the posterior distribution |  is 
a function of a linear combination of  and . For 
this reason, the exact decision boundaries are 
straight lines. Solid lines present the decision 
boundaries of the approximate optimal policy ∗. 
The three graphs in Figure 5 refer to increasing 
sample sizes: 10 in graph (a), 20 in graph 
(b) and 50 in graph (c). . It is apparent that the 
approximate policy moves closer to the exact policy 
as the simulation sample size increases. . It is im-
portant to note that the agreement is good in areas 
where the density of samples is high, while it is poor 
where the density is low. Accuracy of the decision 
boundaries in areas where the density of observa-
tions  is low generally is not critical for the overall 
expected loss, as formulated in Eq.3. In fact, for this 
example, the expectation is proportional to the den-
sity . In summary, Figure 5 shows that the pro-
posed method provides an approximate optimal pol-
icy that converges to the exact one with an 
increasing number of samples . 

We can evaluate the quality of the approximate 
policy by computing the overall expected loss for-
mulated in Eq.3. For the example application, we 
compute the loss associated with any candidate poli-
cy by numerical integration. Specifically, we meas-
ure the effectiveness of policy  by the function 

Δ ∗  (15) 

which quantifies the difference of the expected 
overall loss relative respect to the expected loss as-
sociated with the optimal policy ∗. Since ∗ is de-
fined by Eq.4, function Δ  is always positive. Figure 
6 shows Δ  for the approximate policy ∗ as a func-
tion of the number of samples  used in the regres-
sion. It is to be noted that, in this example, ∗

$84K, so the y-axis ranges from about 0.01% to 
about 10% of the overall optimal expected loss,  
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Figure 5. Contour lines for distribution , thin lines, deci-
sion boundaries for exact optimal policy ∗, thick solid lines, 
and for the approximate policy ∗, for N=10 (a), N=20 (b) and 
N=50 (c). 

This graph, which is obtained from a run of 20 
sets of simulations, shows the mean estimate as a 
solid line and one standard deviation bounds as dot-
ted lines. For this example, Δ  decays in proportion 
to a factor close to 1/ . As an example, the benefit 
of increasing the number of simulations from 

100 to 500 is about $50, representing 
0.06% of the overall optimal expected loss ∗  
 

 
 
Figure 6. Function Δ , measuring the overall expected loss fol-
lowing the exact or the approximate optimal policies, depend-
ing on the number of samples N. Average value (solid line), 
one standard deviation bounds (dotted lines). 

4 CONCLUSIONS 

We have presented a method to identify optimal 
policies for the management of a structure in the af-
termath of an earthquake. The approach is general 
and can be applied to hazards other than earth-
quakes. In comparison to the classical decision anal-
ysis based on Bayesian updating, the proposed 
method can more quickly provide an approximation 
of the optimal policy. The method permits an explic-
it characterization of the risk, the available actions, 
and the system performance. The method can also 
be used for assessing the Value of Information, as in 
Pozzi & Der Kiureghian, 2011. 

The main limitations of the method are in its lack 
of scalability. It requires performing an independent 
regression for each action, so the computational cost 
grows linearly with the number of actions. This re-
quirement may pose a limitation on the practical ap-
plicability of the method in the context of sequential 
decision making. Furthermore, the method does not 
permit integrating other sources of information in 
the updating process, apart from those originally in-
cluded in the analysis, as the outcome is a policy de-
fined in the specific domain of observations. 
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